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Abstract— This paper focus on two rate-based congestion
control algorithms that have been proposed for streaming flows
over the Internet that are the TCP-Friendly Rate Control (TFRC)
and the Adaptive Rate Control (ARC). After a brief description
of the two algorithms, computer simulations using ns-2 have
been reported to investigate intra-protocol fairness, inter-protocol
friendliness and efficiency. Main results are: (1) ARC is friendly
towards Reno TCP whereas TFRC is not; (2) ARC increases
fairness; (3) ARC remarkably improves the goodput with respect
to TFRC and Reno TCP in the presence of wireless lossy links.

I. INTRODUCTION

The concept of slow responsive congestion control algo-
rithm has been recently introduced to deal with applications
where a relative smooth sending rate is of importance [6].
A major specification to be fulfilled by a slow responsive
algorithm is to be Reno fiiendly (i. e. to be able to fairly
share network resources with Reno TCP flows).

For that purpose, many congestion control algorithms have
been proposed that try to emulate the long-term” behavior of
the Reno algorithm but with a more moderate rate dynamics
[2], [3], [12]. The leading proposal is the TCP Friendly
Rate Control (TFRC) [3], which exploits the equation model
of the Reno throughput developed in [11] to compute the
transmission rate. In [2] it has been shown that algorithms
that do not employ the self-clocking principle implemented in
the TCP [7] may exhibit a huge settling time, that is, they may
require many RTTs to adapt the input rate to the bandwidth
available in the network. In this context, it is important to point
out that the self-clocking implemented in TFRC is different
from the self-clocking principle proposed in [7]. In fact, the
self-clocking implemented in the TFRC acts only after a packet
loss by limiting the sending rate at the data rate that has
been received during the previous round trip time [2]. On the
other hand the self-clocking principle proposed in [7] is always
active by limiting the number of outstanding packets. Thus,
from a dynamic point of view, TFRC isn’t Reno conformant.
In other terms, a new joining TCP flow has an immediate
effect on the self-clocking mechanism of existing TCP flows,
whereas does affect TFRC flows only after packet loss. This
can severely affect the friendliness between TFRC and Reno
TCP.

In order to strictly mimics the dynamics of TCP congestion
control, the Adaptive Rate Control (ARC) algorithm has been
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proposed in [4]. ARC has been designed starting from the
control theoretic analysis developed in [8], which shows that it
is possible to design a stable and efficient congestion controller
by following the Smith principle.

This paper proposes an improved version of the original
ARC algorithm along with a performance comparison with
respect TFRC. The ARC proposed in this paper differs from
the one proposed in [4] for two features: (1) it implements
a quick probing phase at the beginning of the connection;
(2) it does not implement anymore round trip time (RTT)
measurements for early congestion detection.

ARC has been compared with the TCP Friendly Rate Con-
trol (TFRC), using the ns-2 simulator [10]. Main results that
have been found are that: (1) ARC is friendly towards Reno
TCP whereas TFRC is not; (2) ARC remarkably improves the
goodput with respect to TFRC and Reno TCP in the presence
of wireless lossy links.

The paper is organized as follows: Section Il summarizes
the theoretical results that have been used as starting points
for designing ARC; Section III describes ARC; Section IV
shows simulation results and, finally, the last section draws
the conclusions.

II. CONTROL THEORETICAL BACKGROUND

This section summarizes some control theoretical results
derived in [8] that will be used as starting points to design
the ARC algorithm proposed in this paper. In [8] it has been
shown that a data connection can be modelled as a time
delay system that can be efficiently controlled by following
the Smith principle. In particular, to provide bottleneck queue
stability and high utilization of the bottleneck link depicted
in Fig. 1, the following rate-based control equation has been
proposed:

r(t) = lu(®) - a(t ~ Tpp) - [

t—RTTmin

¢

r(r)dr]t (D)
where [z]T = maz{0,z}, r(¢) is the transmission rate, w(t)
represents a threshold for the queue length ¢(t), ¢(¢) is the bot-
tleneck queue backlog, RT T, = Ty +T1p is the minimum
round trip time, where T}, is the forward delay that models
the propagation time from the sender to the the bottleneck and
Tyy is the backward delay that models the propagation time
from the bottleneck to the destination and then back to the
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sender (see Fig. 1), f:_ rrT,., T(T)dT +q(t —Tfy) represents
the in pipe packets plus the queued packets, that is, they are the
outstanding packets, b(t) is the bandwidth used by the flow, &
is the proportional gain that relates the transmission rate r(t)

to the quantity [w(t) — q(t — Typ) — f:_RTT _r(7)d7]

w(t) ® LOIN

)

y

= w b()
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Fig. 1. Schematic of a connection.

It is easy to give an intuitive interpretation of the Eq.
(1): the transmission rate r(t) is proportional, via the con-
stant k, to the difference between the threshold w(t) and
the sum of the backlog ¢(t — Typ) with the number of
in pipe packets f:_RTTmm r(7)dr [8]. From Equation (1)
it tums out that when the number of outstanding packets
q(t —Typ) + ftt—RTT,m-" r(7)dT is greater or equal to w, then
the computed transmission rate is zero. This implies that the
number of outstanding packets can never exceed w. Thus,
if ¢(t — Tys) + f:_ RTT,.,, T(T)dT represents the outstanding
packets and w(t) the congestion window cwnd, then the Eq.
(1) represents the TCP congestion control. The latter is an
important result that will be exploited later when we will
design a dynamic setting of w(t) to mimic the real-time
dynamics of TCP in order to provide friendliness.

By considering the control equation (1) in steady state
condition, i.e. when the sending rate r(¢) is constant and
matches the available bandwidth b(¢t) = B, and by assuming
that the backlog queue length g(t — T's) is zero, so that the
round trip time RTT reduces to the minimum round trip delay
RTT in, one has that 7 = k- (w — B - RTTpn:,) = B, from
which the following relation turns out

w= B - (RTTmin + 1/k) @

The Eq. (2) is important since it provides the way to set
the window w(t) that ensures no queuc backlog when in the
presence of the available bandwidth B. It should be noted that,
since Eq. (2) clears out all buffers along the connection path, it
improves statistical multiplexing of flows going through FIFO
buffers and increases fairness in bandwidth allocation.

I11. THE ADAPTIVE RATE CONTROL ALGORITHM

ARC has been designed starting from the results summa-
rized in Section II for which the Eq. (1) is the rate-based form
of the classic sliding window control employed by Reno TCP
for congestion control [1], [7]. Thus, similarly to the TCP,
the Adaptive Rate Control algorithm proposed in this paper is
made of 2 phases: (1) a probing phase, which aims at utilizing
the network available bandwidth; (2) a shrinking phase that
reduces the input rate in the presence of congestion.

A. The probing phase

In order to be friendly towards Reno, we design the probing
phase following a TCP-like probing phase. Therefore we
propose a quick probing phase, which corresponds to the TCP
slow-start, and a gentle probing phase, which corresponds to
the TCP congestion avoidance phase. The quick probing phase
is obtained by setting

t—ig

w(t) = w(ty) - 275

(€)

where tq is the time of the last window update and « is a
multiplicative constant. The gentle probing phase is obtained
by linearly increasing the control window w(t) as follows:

“4)

where t; is the time of the last window update and o is a
multiplicative constant.

w(t) = w(t0> + (t — to)/a

B. The shrinking phase

When a congestion episode happens it is necessary to trigger
the shrinking phase in order to reduce the input rate. We
consider two events as implicit indication of congestion: (1)
a packet is lost and the sequence of received packets contains
a hole; (2) the sender does not receive any report from the
receiver for a long time so that a timeout expires. ARC reacts
to congestion events by setting w(t) accordingly to Equation
(2), which ensures that all the buffers along the path are cleared
out. To implement the Eq. (2) it is necessary to estimate the
available bandwidth. For that purpose, the receiver counts and
filters the stream of received packets using algorithms similar
to those proposed in [5], [9]. The estimate is then fed back to
the sender using feedback reports.

IV. PERFORMANCE EVALUATION

The ARC algorithm is here compared with the enhanced
version of TFRC proposed in [2] and with Reno TCP using
ns-2 computer simulation [10]. TFRC parameters have been
set as suggested in the ns-2 package. The ARC parameters
have been chosen as follows: k=0.5s"!, @ = 0.3s. In all
considered scenarios TCP sinks implement the delayed ACK
option and packets are 1500 Bytes long. We consider the
multihop topology depicted in Fig. 2. It is characterized by:
(a) N hops; (b) one persistent connection Cy going through all
the N hops; (c) 2N persistent sources Cs,C3,Cy ... Cony1
of cross traffic transmitting data over every single hop. The
simulation lasts 1000s during which the cross traffic sources
always send data. The connection C; starts data transmission
at time ¢ = 10s when all the network bandwidth has been
grabbed by the cross traffic sources. The capacity of the
entry/exit links is 100Mbps, the capacity of the links between
the routers is 1Mbps, the delay of all the links of the topology
is 10ms. The queue sizes have been set equal to 12 packets,
which corresponds to the bandwidth delay product of a typical
RTT = 150ms. Notice that the described scenario is a
”worst case” scenario for the source C; since: (1) C) starts
data transmission when all the network bandwidth has been
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grabbed by the cross traffic sources; (2) C; has the longest
RTT and experiences drops at each router it goes through.

Sink; C;

Si'ﬂks Cs Sink7 C7 Sinkyvﬂ C2N+]

C

G, Sink, C,

Sink,C Sinks
—
1" hop 2™ hop 3" hop
Fig. 2. Multihop scenario.

We consider the following 4 scenarios:

Scenario 1. All traffic sources are controlled by the same
control algorithm. This is a homogeneous scenario aiming at
evaluating TFRC, ARC and Reno in absolute terms. Fig. 3 (a)
shows that in the presence of homogeneous cross traffic, the
connection C; achieves the worst goodput when it is controlled
by TFRC whereas ARC and Reno achieve similar goodputs.
Reno TCP and ARC exhibit similar behaviors because they
are the rate-based and window-based versions of the same
sliding window algorithm (see Section II). On the other hand,
the connection C} is not able to grab an acceptable share of
the network capacity when is controlled by TFRC. Fig. 3 (b)
reports the average goodput of the C>, Cy . .. Caon connections.
It shows that the sources of TFRC cross traffic get almost
all the network bandwidth so that the C; TFRC source is
basically unable to send data when the number of hops it goes
through is larger than 5. This result suggests that TFRC could
lead to starvation of connections traversing many hops when
employed in real Internet.

Scenario 2. The C3,C3,Cy...Con41 sources of cross
traffic are controlled by Reno TCP whereas the C; connection
is controlled by TFRC, ARC or Reno, respectively. This
scenario aims at comparing TFRC, ARC and Reno behaviors
when going through an Internet dominated by Reno traffic.
In other terms, this scenario allows us to investigate the
friendliness of Reno TCP towards ARC and TFRC. Fig. 4
(a) depicts the goodput of the C; connection when it is
controlled by TFRC, ARC or Reno algorithm. It shows that
all the considered control algorithms exhibit similar behaviors,
which means that the Reno TCP cross traffic sources allow
the joining C; connection to get an acceptable share of the
network capacity. Fig. 4 (b) shows that the average goodput
of the Cy, Cy ... Can connections achieve similar values using
the three algorithms. This result is due to the fact that the
simulated scenarios differs only for the control algorithm of
Cy, which has a negligible impact on the overall network
performance.

Scenario 3. The sources of cross traffic
C3,C3,C4...Cony1 are controlled by TFRC, ARC or
Reno, whereas the C; connection is Reno. This scenario
aims at evaluating the behaviors of Reno when going through
an Internet dominated by TFRC, ARC or Reno traffic, that

1.E+05

1.E+04 4

1.E+03

(Bytes/s)

—o— ARC
1.E+02 TFRC
—— Reno TCP
= - Fair Share

1.E+01 T T g u T T : T

Goodput of the C1 connection

4 5 6 7
Number of hops
(@)

125000
112500 A
100000 -
87500
75000 -
62500 ¢
50000
37500

-e- ARC
25000 4 —~ TFRC

12500 4 -a- Reno TCP
0 T T T T T T T T

1 2 3 4 5 6 7 8 9 10
Number of hops

(®)

Average Goodput of the cross
traffic connections (Bytes/s)

Fig. 3. Homogeneous N-hop scenario with N varying from 1 to 10: (a)
Goodput of the C1 connection; (b) Average Goodput of the C2,Cy...Caon
connections.
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Fig. 4. The C; connection is controlled by Reno TCP or ARC or TFRC
and goes through multiple congested gateways in the presence of Reno
cross traffic: (a) Goodput of the C1 connection; (b) Average Goodput of
the Ca,Cy ... Con connections.
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is, it aims at investigating the friendliness towards Reno of
TFRC and ARC cross traffic. In fact, in the case of a wide
deployment of TFRC or ARC or in the case of a path where
TFRC or ARC are heavily used, a joining Reno TCP flow
must get an acceptable share of network capacity. Figure
5 reports the goodputs of the C; Reno connection in this
scenario. Reno TCP achieves a very poor goodput in the
presence of TFRC cross traffic, that is, TFRC reveals not to
be friendly towards Reno in a multihop scenario. On the other
hand, Reno achieves similar goodput when the cross traffic is
of ARC or Reno type. To summarize, this investigation, along
with the previous one, shows that a connection controlled by
the ARC algorithm is not only able to grab its bandwidth
share when competing with many Reno sources (see Fig. 4
(a)) but also that cross traffic controlled by ARC is friendly
towards Reno TCP (see Fig. 5 (a)). The average goodputs
achieved by the cross traffic sources are similar to those
observed in the case of homogeneous scenario (see Fig. 3)
and therefore they have not been reported due to the lack of
space.

1.E+05
o
2
2 1LE+04
<
<
8
— & 1.E+03 4
O3
25
£
< Z 1LE+02 A
e —o~ ARC cross traffic
_é. LE+01 —— TFRC cross traffic
8 . —&— Reno TCP cross traffic
© — - Fair Share
1.E+00 T T T T T u T T
1 2 3 7 8 9 10

4 5 6
Number of hops

Fig. 5. Ci is Reno TCP, whereas the cross traffic is ARC, TFRC or Reno
TCP: Goodput of the C1 connection.

Scenario 4. We consider the N-hop scenario depicted in
Fig. 2 with N = 10 where the last hop connecting the Sink;
is a lossy wireless link, and the Cy,C3,C4...Con41 CTOSS
traffic is Reno. This scenario represents a mixed wired/wireless
topology where a flow goes through many congested gateways
in the presence of concurrent Reno traffic and finally reach
an unreliable wireless last hop. Wireless losses affect the
link in both directions. We assume an independent uniform
packet loss distribution. We vary the packet loss probability
of the wireless link from 0.1% to 10%. The C; connection is
controlled by TFRC, ARC or Reno. Fig. 6 shows the goodputs
provided by Reno, ARC and TFRC. In this case, ARC provides
an improvement of the goodput ranging from 300% up to
2500% wrt Reno and from 50% to 1000% wrt TFRC. The
reason of such an improvement is that ARC adaptively reduces
the window w by taking into account an estimate of the
available bandwidth (see Eq. (2)). This mitigates the impact
of random losses not due to congestion. On the other hand
Reno TCP and TFRC interpret packet losses as a symptom
of congestion and reduce the transmission rate by following
the multiplicative decrease mechanism and the throughput

equation model of Reno, respectively.
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Fig. 6. Goodputs of the C; connection when controlled by ARC, TFRC or
Reno and going through 10 multiple congested gateways in the presence of
Reno cross traffic. The last hop is a lossy wireless link.

V. CONCLUSION

In this paper efficiency, fairness and friendliness of ARC and
TFRC algorithms have been evaluated using ns-2 computer
simulations. Main results that have been shown are that: (1)
ARC is friendly towards Reno TCP whereas TFRC is not; (2)
ARC increases fairness; (3) ARC remarkably improves the
goodput with respect to TFRC and Reno TCP in the presence
of wireless lossy links.
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